
9 Consciousness , Free
Action , and the Brain

I Consciousness and the Brain

Much of this book is about the gap and its implications for
the study of rationality . The gap is a feature of human
consciousness, and in that sense the book is about con-
sciousness. The gap is that feature of the consciousness of
voluntary actions, whereby the actions are experienced
as not having sufficient psychological causal conditions
to determine them. That is part of what is meant by say-
ing that they are, psychologically at least, free. There is
no doubt that the gap is psychologically real, but is it
otherwise empirically real? Is it neurobiologically real? If
human freedom really exists, it must be a feature of brain
function . The aim of this chapter is to situate an account
of volitional consciousness, or the consciousness of free
action, within an account of consciousness generally , and
in turn to situate that account within an account of brain
functions .

Because we are about to launch into a discussion of a

traditional philosophical problem , it is a good idea to step
back and ask why we still have such a problem . I said in
chapter 1 that such problems typically arise when we have



a conflict between two apparently inconsistent views ,
neither of which we feel we can give up . In this case the
belief in free will is based on our conscious experiences of
the gap, but we also have a fundamental metaphysical
assumption that the universe is a closed physical system
entirely determined by the laws of physics. What to do?
The first thing to notice is that the most fundamental
laws of physics, at the quantum mechanical level, are not
deterministic . The second thing to notice is that the laws
of physics do not actually determine anything . The laws
are a set of statements that describe the relations between

various physical quantities , and sometimes these state-
ments describe causally sufficient conditions in particular
situations , and sometimes they do not . The third thing to
notice is that the claim that the universe is a closed physi -
cal system, insofar as it has a clear meaning at all , is a
proposition that , over the centuries, we have rendered
true by stipulation . As soon as we think that something
really exists in the empirical world and we think we
understand it even remotely , we call it "physical ." As
parts of the real world , consciousness, intentionality , and
rationality are "physical " phenomena, like anything else.
Such reflections do not solve our problem but they should
lead us to think about it in less restricted ways . Let us
begin by asking how consciousness fits into the "physical ".
umverse.

In the past ten years or so, a certain conception of con-
sciousness and its relation to the brain has been emerging
and becoming more commonly accepted in philosophy
and neuroscience. It is profoundly opposed to both dual -
ism and materialism , as they have been traditionally
construed. In particular it is opposed to those concep-
tions of consciousness that attempt to deny the irreduc -
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ible subjectivity of conscious states, or attempt to reduce
consciousness to behavior , to computer programs , or
to functional states of a system. This conception of con-
sciousness is becoming more commonly accepted, but it is
still controversial .

Here it is: consciousness is a real biological phenome-
non. It consists of inner , qualitative , subjective, unified
states of sentience, awareness, thoughts , and feelings.
These states begin when we awake in the morning from a
dreamless sleep, and they continue throughout the day
until we become unconscious again. Dreams are a form of
consciousness on this account, though they are in many
respects different from normal waking consciousness. The
key features of consciousness, on this conception, are that
it is qualitative , subjective, and unified , in ways that I will
now explain . For every conscious state, there is a certain
qualitative feel to the state. There is something that it is
like , or something that it feels like , to be in a state of that
type . This is as much true of thoughts , such as the thought
that two plus two equals four , as it is of the taste of the
beer, the smell of the rose, or the sight of the blue of the
sky. All conscious states, whether perceptions or thought
processes, are, in the sense that I am trying to explain ,
qualitative . They are furthermore subjective in the sense
that they exist only as experienced by a human or animal
subject. And they have an additional feature that is worth
emphasizing : conscious experiences, such as the taste of
beer or the smell of a rose, always come as part of a uni -
fied conscious field . I do not, for example, right now feel
just the pressure of the shirt on my back and the aftertaste
of coffee in my mouth , and the sight of the computer
screen in front of me; but I have all of those as part of a
single unified conscious field .
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What is the relationship between consciousness so
defined, and brain processes? You will recognize that
as the traditional mind -body problem . I believe that in
its philosophical form (though - alas- not in its neuro-
biological form ), the mind -body problem has a rather
simple solution . Here it is: all of our conscious states are
caused by lower -level neuronal processes in the brain , and
they are themselves features of the brain . You can see this
quite obviously in the case of pains. My .present pains are
caused by a series of neuron firings that begin at periph -
eral nerve endings, and continue up the spinal column ,
through the tract of Lissauer, and into the thalamus and
other basal regions of the brain . Some of these spread out
into the sensory cortex, especially Zone 1, and eventually
this sequence causes me to feel a pain . What are these
pains? The pains themselves are simply higher -level or
system features of the brain . The subjective, qualitative
experiences of pain in the total conscious field are caused
by neurobiological processes in the brain and the rest of
the central nervous system, and they are themselves, as
elements of the unified field of consciousness, features of
the system of neurons and other cells that constitute the
human brain .

What exactly are the neuronal processes that cause these
conscious experiences? At present we do not know the
answer to that question. Weare making some progress,
but progress has been slow . Currently there are, as far as
I know , at least two general approaches to the problem
of consciousness, and in order to get into the main topic
of this discussion, I have to say a little bit about each of
these. The first approach I call " the building block ap-
proach ." The idea is that our conscious field consists of a
series of separate components, which are the individual
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conscious experiences . These elements make up the total

field in the way the building blocks of a house make up
the house . The assumption behind the building block

research project is that if we could find exactly how even

one building block works , how , for example , we visually

experience the color red , that might give us a key to the

whole problem of consciousness , because the mechanisms
by which the conscious experiences of red are produced

would presumably resemble the mechanisms by which
the experiences of sounds or tastes are produced . The idea
is to find the neuronal correlate of consciousness (NCC )

for individual sensory experiences , and then generalize
from them to an account of consciousness generally .

For reasons I have tried to explain elsewhere1 I think the

building block approach is wrong . Each building block
occurs only in a subject who is already conscious . I do not
believe that we can discover , for example , the mechanisms

tha t produce consciousness by trying to discover the
mechanisms that produce the experience of red , because
only a subject who is already conscious can have the expe -
rience of red . The building block approach would predict
tha t in an otherwise unconscious subject , if you could

produce the NCC for a single building block , say / the
experience of red , then that subject would suddenly have
a flash of red and no other conscious state . This is a pos -

sible empirical hypothesis , but it seems to me most un -

likely / given what we know about how the brain works .
It seems to me much more likely that we will come to
understand how the brain causes consciousness if we

can find the difference between the neurophysiological

1. "Consciousness," Annual Review of Neuroscience 2000, vol. 23, pp. 557-
578.
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behavior of an unconscious brain and a conscious brain .

What we would really like to know is , how does the sub -

ject become conscious in the first place ? Once the subject is

conscious , particular experiences can be induced that will

modify the existing unified conscious field .

There is another line of research , which I call " the uni -

fied field approach . " Instead of thinking of consciousness

as made up of a series of little bricks , a series of building

blocks , we should take seriously the unity that I spoke of

earlier and think of the entire conscious field as a unity .

We should think of the individual perceptual inputs not as

creating consciousness , but as modifying a preexisting con -

sciousness . On this account , instead of looking for the

NCC of red , for example , we should try to find the differ -

ences between the conscious brain and the unconscious

brain .

On the account that I am presenting , the three features

I mentioned , qualitativeness , subjectivity , and unity , are

not three distinct features , but different aspects of the

same feature . Once a feature is qualitative , in the sense I

have explained , it must be subjective , because the notion

of qualitativeness that we are talking about is something

that is experienced by a subject . And once there are expe -

riences that are subjective and qualitative , they are neces -

sarily unified . You can see this again with a thought

experiment . If you imagine your present state of con -

sciousness broken into seventeen pieces , you are not

imagining a single conscious field with seventeen parts ,

you are imagining seventeen different conscious fields .

Qualitativeness , subjectivity , and unity are not different

features ; rather they are all aspects of the one feature , and

tha t feature is the very essence of consciousness .
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onsciousness and Voluntary Action

When we explore the character of the conscious field ,
we discover a remarkable fact. There is a striking and
dramatic difference between the qualitative character of
perceptual experiences and the qualitative character of
voluntary actions. In the case of perceptual experiences, I
am a passive recipient of experiences that are caused by
the external environment . So if I hold up my hand in front
of my face, for example, it is not up to me whether or not
I see a hand . The perceptual apparatus and the external
stimuli are sufficient by themselves to cause in me a visual
experience of my hand in front of my face. I do not have a
choice in the matter ; the causes are sufficient to produce
the experience.

If , on the other hand, I decide to raise my right hand
over my head, it is entirely up to me. It is up to me
whether I raise my right hand or my left hand, how far
up I raise each one, etc. Voluntary action simply has a
different conscious feel to it than perception . I am not , of
course, suggesting that there is no voluntaristic element
at all in perception . I think there is. For example in the
Gestalt switching examples one can at will shift one's
perception from the duck to the rabbit and back. At pres-
ent I just want to call attention to some of the striking
features of voluntary action that are in sharp contrast to
the experience of perception .

The gap that we have been discussing arises only for
voluntary action. First there is a gap between the rea-
sons for a decision and the decision, second, a gap be-
tween the decision and its execution, and third , a gap
between the initiation of an action and its continuation to
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completion . At bottom I think all three gaps are manifes-
tations of the same phenomenon, because all three are
manifestations of volitional consciousness.

As we saw in chapter 3, the logical structure of expla-
nation of human behavior where the agent voluntarily
acts on a reason requires us to postulate an irreducible
self. We can now add to this purely formal notion of self
the point that the self so construed requires the unified
field of consciousness. We had to postulate a self to make
intelligible the phenomenon of free rational actions. But
the self so postulated requires a unified conscious field .
The self is not identical with the field , but its operations,
whereby it makes decisions on the basis of reasons and
acts to carry out those decisions, requires a unified field
containing both cognitive elements such as perceptions
and memories as well as volitional elements such as

deliberations and actions. Why ? Well , if you try to imag-
ine the mind as a Humean bundle of unconnected per-
ceptions, there is no way that the self can operate in the
bundle . In order for the self to operate in making decisions
you would have to have a different self for each different
element of the bundle .
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III Free Will

I now want to apply the lessons we have learned so far to
a discussion of the traditional problem of the freedom of
the will . There are no doubt many different senses of " free
will " and "determinism "; bu t for this discussion, the
problem of the freedom of the will arises for those parts of
the conscious field in which we experience the gap. These
are the cases that are traditionally called "volition ." There
is no question that we have experiences of the sort that I



have been calling experiences of the gap; that is, we expe-
rience our own normal voluntary actions in such a way
that we sense alternative possibilities of action open to us,
and we sense that the psychological antecedents of the
action are not sufficient to fix the action. Notice that on

this account the problem of free will arises only for con-
sciousness, and it arises only for volitional or active con-
sciousness; it does not arise for perceptual consciousness.

What then, exactly, is the problem of the freedom of the
will ? Free will is typically taken to be opposed to deter-
minism . The thesis of determinism about actions is that

every action is determined by antecedently sufficient
causal conditions . For every action, the causal conditions
of the action in that context are sufficient to produce that
action . Thus, where actions are concerned, nothing could
happen differently from the way that it does in fact hap-
pen. The thesis of free will , sometimes called " libertarian -
ism," states that some actions, at least, are such that the
antecedent causal conditions of the action are not causally
sufficient to produce the action. Granted that the action
did occur, and that it did occur for a reason, all the same,
the agent could have done something else, given the same
causal antecedents of the action.

The most widely held contemporary view on the topic
of free will is called "compatibilism ." The compatibilist
view is that if we properly understand these terms, free-
dom of the will is completely compatible with determin -
ism. To say that an action is determined is just to say that
it has causes like any other event, and to say that it is free
is just to say that it is determined by certain kinds of
causes, and not others. So if someone puts a gun to my
head and tells me to raise my arm, my action is not free;
but if I raise my arm by way of voting , as we say, " freely ,"
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or "of my own free will ," then my action is free. Though
in both cases, both in the case of voting and the case with
the gun at my head, my action is completely causally
determined .

I think compatibilism simply misses the point about the
problem of free will . As I have defined it , libertarianism is

definitely inconsistent with determinism . To repeat, the
determinist says, "Every action is preceded by causally
sufficient conditions that determine that action." And the

libertarian asserts the negation of that : "For some actions
the antecedent causal conditions are not sufficient to
determine the action."

I think there is no doubt a sense of " free" and "deter-

mined " in which compatibilism is right . When for exam-
ple people march in the streets waving signs demanding
" freedom," they are usually not much interested in the
laws of physics. They typically want fewer government
restrictions on their actions, or some such; and they are
not concerned with the causal antecedents of their actions.
But this sense of " freedom," where it means absence of

external constraints, is irrelevant to the problem of the
freedom of the will , as I have stated it . I cannot think of

any interesting philosophical problem of free will to which
compatibilism provides a substantive answer.

We come by the conviction of the freedom of the will ,
in my sense, because of the experiences of the gap. So
the problem of the freedom of the will can be posed as
follows : what reality corresponds to those experiences?
Granted that we experience our actions as not having
antecedently sufficient , psychological , causal conditions ,
why should we take this psychological fact seriously ? Is it
not possible that the neurobiological underpinnings of the
psychology are causally sufficient to determine the action,
even though the psychological level by itself is not caus-



ally sufficient ? And could there not be unconscious psy-
chological causes determining the act? Even granted the
psychological reality of the gap, we still have a problem of
free will left over . What exactly is it and how exactly
might we go about solving it ?

To make the problem completely clear, consider the
following example. Suppose I am offered a choice at time
tl between two glasses of red wine , a Burgundy and a
Bordeaux, on a table in front of me. Let us suppose that I
find both attractive , and that after 10 seconds, at time tz, I
decide in favor of the Burgundy and I reach out and lift it
from the table and take a drink from it . Call that Act A ,

and we will suppose it begins at tz and continues for a few
seconds until t3. For the sake of simplicity we will suppose
there is no psychological time gap between the decision
and its execution. The instant I decided on the Burgundy
at t2, the intention -in-action began and I was reaching for
the glass. (In real time , of course, there is a time gap of
about 200 milliseconds between the onset of my intention -
in-action and the actual onset of the muscle movements .)
Let us suppose also that this was a voluntary action with a
gap: I was not in the grip of an obsession or other suffi-
cient cause that determined the action . We will simply
stipulate that in this example there were no unconscious
psychological causes sufficient to determine the action .
My action was free in the sense that the psychological
causes, conscious and unconscious, operating on me were
not sufficient to determine Act A . What does that mean

exactly? At least this much . A complete specification of all
the psychological causes operating on me at tl , with all
their causal powers , including any psychological laws
relevant to the case, would not be sufficient to entail that I
would perform Act A under any description. They would
fail to entail not only : "JRS will select the Burgundy ," but
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also: "This arm will move in this direction and these

fingers will close over this object." In this respect the psy-
chological causes at tl are unlike standard physical causes.
If while reaching for the Burgundy I inadvertently knock
an empty glass off the table, a description of the causes
operating on the glass beginning at the moment of impact
will be sufficient to imply that the glass will fall to the floor .

I said earlier that all of these psychological processes are
themselves caused by and realized in the brain . So at t1,
my conscious perception of the two glasses of red wine ,
and my conscious reflections on their relative merits , were
caused by lower level neurobiological processes in the
brain and realized in the structure of the brain . Now here

is the problem : Assuming there were no further inputs to
the brain , such as further perceptions, were the neuro-
biological processes occurring in me at t1 causally suffi-
cient to determine the total state of my brain at t2? And
was the total state of my brain at t2 sufficient to cause the
continuation of the brain processes that went on between
t2 and t3? If so then there is a description of the act A
under which it has antecedently sufficient causal con-
ditions , because the state of my brain at t2 was one in
which the neurotransmitters were causing the onset of
the muscle contractions that constituted the bodily com-
ponent of act A , and the continuation of the processes
from t2 to t3 was sufficient to cause the continuation of the

muscle contractions to the completion of the action at t3.
The problem of the freedom of the will comes down to
this : assuming no further relevant external stimuli enter
the brain , was the brain state at tl , neurobiologically de-
scribed, causally sufficient to determine the brain state at
t2, and was the state at t2 sufficient to carry it to t3? If the
answer to those questions is yes, for this and all other relevantly
similar cases, then we have no free will . The psychologically
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To begin , we have to remind ourselves of what we know

Neurobiological Determinism

~
so far . All of our states of consciousness are caused by

real gap corresponds to no neurobiological reality and the
freedom of the will is a massive illusion . If the answer to
that question is no, then given certain assumptions about the
role of consciousness, we really do have free will .

Now , why does everything come down to this? Because
the brain state at t2 was sufficient to cause the muscle
movements of the action to begin, and the brain states
from t2 to t3 are sufficient to carry the muscle movements
through to the completion of the action. Once the ace-
tylcholene hits the axon end plates of the motor neurons,
then assuming the rest of the physiological apparatus is
functioning normally , the muscles are going to move by
straightforward causal necessity. The first two gaps occur
prior to the onset of the muscle movements, and the third
gap occurs between the onset of the action and its contin -
uation to completion . The gap is a real psychological phe-
nomenon, but if it is a real phenomenon that makes a
difference to the world , it must have a neurobiological
correlate. As a neurobiological question, the reality of the
gap comes to this : are the states of the brain from t1 to t3
sufficient so that each state determines the next state by
causally sufficient conditions ? The problem of the freedom
of the will is a straight problem in neurobiology about
the relations of certain sorts of consciousness to neuro-

biological processes. If it is an interesting question at all , it
is a scientific question about the causation of certain sorts
of conscious actions. I intend now to go over this matter
carefully and try to get to the bottom of it .

IV Hypothesis 1: Psychological Libertarianism with



bottom -up neurobiological processes in the brain . They
themselves can cause subsequent conscious states or
bodily movements because they are grounded in the neu-
robiology . Thus, in cases where there are no gaps, the left -
right causation through time at the top level is exactly
matched by a left -right causation through time at the
bottom level . For example, my intention -in-action is
caused by lower level processes in the brain . It in turn
causes my arm to go up . The neurobiological processes
that cause the intention -in-action in turn cause a series

of physiological changes that cause and realize my arm
movements . These relations are typical of any system that
has causally real levels of description . Thus a car engine
has the same set of formal relationships . No epiphe-
nomenalism is a result of these relations . The intention -

in-action is as causally real as the solidity of the piston .
Furthermore , there is no causal overdetermination . We

are not talking about independent causal sequences, but
rather the same causal sequences described at different
levels. Once again, the analogy of the car engine works
perfectly . We can describe the causation at the level of
molecules or we can describe it at the level of pistons and
cylinders . These are not independent causal sequences,
but the same causal sequence described at different levels.

In earlier writings2 I represented these relations that
make up voluntary action as a parallelogram that looks
like this :
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I 0 0 0 causes B dolntenhon -m -achon ~ 0 1 Y movement

IC &R IC &R
Neuron firings cause ~ Physiological changes�

2. John R. Searle, Intentionality: An Essay in the Philosophy of Mind, New
York: Cambridge University Press, 1983, p. 270.
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At the top level , the intention -in -action causes the bodily
movement , at the bottom level the neuron firings cause

physiological changes , and at each point the bottom level
causes and realizes (C& R) the top level . As represented
the whole structure is deterministic at every stage .

What about cases with a gap , when I deliberate and
then form a decision , for example ? It seems to me there are

at least two possibilities . The first possibility (hypothesis
1) is this : the indeterminacy at the psychological level is

matched by a completely deterministic system at the neu -

robiologicallevel . So, though we have a psychological gap
between the reasons for action and the decision , we do

not have any gap at the neurobiological level between

the neurophysiological realization of the reasons for the
action in the form of beliefs and desires , and the subse -

quent neurophysiological realization of the decision . Here
is what it would look like :

. causes with gaps
dehbera tion on reasons ~ decision

IC &R IC &R
neuron firings ca use , neuron firings

In this case the gap produces an asymmetry between

the parallelogram of voluntary action and the parallelo -

gram of cognition . You can see this if you contrast deci -
sion and action with memory . Suppose I see a drama tic

scene, say , a car accident , and I then have a memory of
the car accident that I saw . I had a psychological event ,

the perceptual experience , and that psychological event
was sufficient causal grounds for the subsequent psy -

chological event of the recollection of the incident that
I observed . But we know that all of that is made pos -

sible because we have a sequence of causally sufficient
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conditions in the neurobiology . The actual perception ,
neurobiologically speaking, is sufficient to lay down
memory traces in short-term and long-term memory ,
whereby I remember the psychological event. That is to
say, in the case of cognition , such as the relation of per-
ception and memory , sufficient conditions at the top , or
psychological , level, are matched by sufficient conditions
at the bottom , or neurophysiological , level . You get a
perfect parallelogram . For volition , as opposed to cogni-
tion , you do not get such a parallelogram . In the case of
volition , psychological indeterminacy would coexist with
neurobiological determinism .

If this is how nature works , then we would have a kind
of compatibilism . Psychological libertarianism would be
compatible with neurobiological determinism . The psy-
chological processes, though they are themselves caused
by lower -level neuronal processes, would nonetheless not
be sufficient causal conditions for the subsequent psycho-
logical event of intentional action. At tl , the psychological
processes by which I am deciding which glass of wine to
drink are entirely causally determined by lower -level
neuronal processes by bottom -up causation. At t2 I decide
on the Burgundy . That decision, again, is entirely fixed by
bottom -up causation, even though there is a gap at the
psychological level between my reflection on the reasons
and my decision. From t2 to t3, the muscle movement

components of action A , my taking the wine in my hand
and to my mouth , are caused by neurobiological pro-
cesses, by bottom -up causation, even though , again, there
is a gap at the psychological level between the initiation of
the action and its continuation to completion . So we have
gaps at the psychological level, but no gap in the form of
bottom -up causation between the neurobiological level
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and the psychological level , and no gaps at the neuro -

biological level between any state of the system and the
next state of the system . This would givre us physiological
determinism with psychologicallibertarianism .3

This result , however , is intellectually very unsatisfying ,
because , in a word , it is a modified form of epiphe -

nomenalism . It Sa)TS that the psychological processes of
rational decision making do not really matter . The entire

system is deterministic at the bottom level , and the idea
that the top level has an element of freedom is simply a

systematic illusion . It seems to me at t1 that I have a choice
between the Burgundy and the Bordeaux and that the

causes operating on me are not sufficient to determine the
choice . But I am mistaken . The total state of my brain at t1

is entirely sufficient to determine every bodily movement
as well as every thought process from t1 to t2 to t3. If hy -

pothesis 1 is true , then every muscle movement as well as
every conscious thought , including the conscious experi -
ence of the gap , the experience of II free " decision making ,

is entirely fixed in advance ; and the only thing we can say

about psychological indeterminism at the higher level is
that it gives us a syTstematic illusion of free will . The thesis
is epiphenomenalistic in this respect : there is a feature of
our conscious lives , rational decision making and trying to

carry out the decision , where we experience the gap and
we experience the processes as making a causal difference
to our behavior , but they do not in fact make any differ -

ence. The bodily movements were going to be exactly the

same regardless of how these processes occurred .

3. I said this is a form of compatibilism, but it differs from traditional
compatibilism, because the traditional version postulates determinism at
every level. This version postulates psychological indeterminism with
neurobiological determinism.
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On the alternate view (hypothesis 2), the absence of caus-
ally sufficient conditions at the psychological level is
matched by a parallel lack of causally sufficient conditions
at the neurobiological level . But what could that possibly

Maybe that is how it will turn out , but if so, the
hypothesis seems to me to run against everything we
know about evolution . It would have the consequence
that the incredibly elaborate, complex, sensitive, and-
above all - biologically expensive system of human and
animal conscious rational decision making would actually
make no difference whatever to the life and survival of the

organisms. Epiphenomenalism is a possible thesis, but it
is absolutely incredible , and if we seriously accepted it , it
would make a change in our worldview , that is, in our con-

ception of our relations to the world , more radical than any
previous change, including the Copernican Revolution ,
Einsteinian relativity theory , and quantum mechanics.

Why would hypothesis 1 render consciousness any
more epiphenomenal than any other higher -level feature
of a physical system? After all , the solidity of the piston
in the car engine is entirely explained by the behavior of
the molecules but that does not render solidity epiphe-
nomenal . The difference is this : the essential character-

istics of solidity matter to the performance of the engine,
but the essential characteristic of conscious decision mak-

ing, the experience of the gap, would not matter in the
least to the performance of the agent. The bodily move-
ments would have been the same, regardless of the expe-
riences of the gap.

V Hypothesis 2: System Causation with
Consciousness and Indeterminacy
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mean? What is the diagram supposed to look like on any
such hypothesis ? At this point it seems to me we have
to examine critically the assumptions built into our dia-
grammatic representation with its metaphors of "bottom -
up ," " top -down ," " levels of description ," etc. I think they
are going to prove inadequate at this stage. The problem is
this : the idea that consciousness is a higher -level or sur-
face feature of the brain gives us a picture of conscious-
ness as like the paint on the surface of the table. Then the
question of top-down and bottom -up causation is one of
reaching up or reaching down . All of that is wrong . Con-
sciousness is no more on the surface of the brain than

liquidity is on the surface of the water . Rather the idea we
are trying to express is that consciousness is a system fea-
ture. It is a feature of the whole system and is present-
literally - at all of the relevant places of the system in the
same way that the water in a glass is liquid throughout .
Consciousness does not exist in an individual synapse any
more than liquidity exists in an individual molecule . But
then the picture of different levels moving in parallel ,
which is represented in our diagram , is wrong . The whole
system moves at once. What we have to suppose, if we
believe that our conscious experience of freedom is not
a complete illusion , is that the whole system moves for-
ward toward the decision making , and toward the im-
plementing of the decision in actual actions; that the
conscious rationality at the top level is realized all the way
down , and that means that the whole system moves in a
way that is causal, but not based on causally sufficient
conditions .

In order to ask how the gap might work in the neuro-
biology I we have to be clear about how it works in the
conscious psychology . In the case of conscious rationality I
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nothing fills the gap. A person simply makes up his or her
mind , and then simply acts. Those facts are intelligible to
us only if we postulate a conscious rational agent, capable
of reflecting on its own reasons, and then acting on the
basis of those reasons. I am reluctant to use the traditional

jargon , but I argued earlier that that postulation amounts
to a postulation of a self. We can make sense of rational ,
free conscious action, only if we postulate a conscious self.
But that postulation makes sense only relative to the fact
of a unified conscious field of subjectivity . You cannot
account for the rational self just in terms of a Humean
bundle of disconnected perceptions . So the second hy-
pothesis is not that you get a split between the indetermi -
nacy at the level of the psychology , and the determinacy
at the level of the neurobiology , but rather that the whole
system moves forward at once, as a conscious, rational
system, which , as far as its third -person ontology is con-
cerned, consists entirely of neurobiological elements; and
the lack of causally sufficient conditions at the psycholog -
icallevel goes all the way down . That will seem less puz -
zling to us if we reflect that our urge to stop at the level of
the neurons is simply a matter of prejudice . If we keep on
going down to the quantum -mechanical level, then it may
seem less surprising that we have an absence of causally
s ufficien t conditions .

Sperry somewhere uses an example of " top-down "
causation that I once thought was weak but now seems to
me enlightening . Think of a single molecule in a wheel
that is rolling . The whole structure of the wheel and its
movements as a wheel determine the movements of the
molecule, even though the wheel is made of such mole-
cules. And what is true of one molecule is true of all the
molecules. The movements of each molecule are affected

288



by the system even though the system consists entirely of
the molecules. The right way to think of this is not so
much " top-down " but as system causation. The system, as
a system, has causal effects on each element, even though
the system is made up of the elements. Now , analogously ,
on hypothesis 2, the system as a conscious system can
have effects on individual elements, neurons and syn-

apses, even though the system is made up of them. Each
molecule in a liquid is affected by the liquidity of the sys-
tem, even though there are no objects but molecules. Each
molecule in a solid is affected by the solidity of the system,
even though there are no objects but molecules. Similarly
in the conscious brain , each neuron in the conscious por -

tions of the system can be affected by the consciousness of
the brain , even though there are no objects but neurons
(with glial cells, and the rest).

So if hypothesis 2 is right , we have to suppose that
the consciousness of the system has effects on elements of
the system, even though the system is composed of the
elements, in the same way that the solidity of the wheel
has effects on the molecules even though the wheel is

composed of molecules. So far so good, but the analogy
between the system causation of the wheel and the system
causation of the conscious brain breaks down at this point :
the behavior of the wheel is totally determined , and the
behavior of the conscious brain , on hypothesis 2, is not .
How could that be? How exactly would the neurobiology
work on such a hypothesis ? I do not know the answer
to that question, but I am struck by the fact that many
of the explanations given in neurobiology do not postu-
late antecedent causally sufficient conditions . Thus, for
example, to take a famous case, the readiness potential
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discussed by Deecke , Scheid , Kornhuber , and Libet4 is not

causally sufficient to determine the subsequent action , as
is emphasized in Libet ' s discussion of how consciousness

might interfere in the operation of the readiness potential .
Paradoxically , these experiments are sometimes taken as

somehow arguing against the freedom of the will in these

cases . This conclusion does not seem to me to be implied

by the data and I will now digress briefly to describe the.
Issue .

Wha t happens is this . The subject forms a conscious

prior intention to move his finger (or flick his wrist ) or
some such every so often . That is a free , conscious deci -

sion . On the basis of that , he does consciously move his

finger every so often , and before each finger movement
there is an activation of the brain , in the form of the

readiness potential , recordable on the scalp . In these cases

the readiness potential precedes the conscious awareness

of the intention -in -action by about 350 milliseconds . How

is this supposed to be a threat to free will ? Libet describes

the case somewhat question -beggingly when he says ,

" The initiation of the free voluntary act appears to begin

in the brain unconsciously , well before the person con -

sciously knows he wants to act " (p . 51 ) . The expressions

" initiation " and " knows he wants to act " may be mis -

leading . Here is another way to describe the case : the

subject consciously adopts a policy of finger movements
and consequently knows what sorts of acts he wants

to perform when he makes that decision . The brain�

4. L. Deecke, P. Scheid, H . H . Komhuber , "Distribution of readiness
potential , pre-motion positivity and motor potential of the human cere-
bral cortex preceding voluntary finger movements," Experimental Brain
Research, vol . 7, 1969, pp . 158- 168; B. Libet, "Do We Have Free Will ?"
Journal of Consciousness Studies, 6, no. 8- 9, 1999, pp . 47- 57.



unconsciously gets ready for each movement before the
conscious initiation of the movement . No one to my

knowledge argues that the activation is unrelated to the
prior conscious decision; nor does anyone argue that
the activation is a sufficient cause to determine the sub-

sequent voluntary finger movement . Libet 's description
lends itself to interpretation that the readiness potential
marks the onset of the action . But that is not true . There

are typically about 350 milliseconds between the readiness
potential and the onset of the intention -in-action and
another 200 milliseconds to the onset, of the bodily move-

ment . In any case, as far as we know from the available
data, the occurrence of the readiness potential is not
causally sufficient for the performance of the action . As far
as I can tell we do not know enough about the whole
neurobiology of intentional action to have a complete
theory of the role of the readiness potential in the causa-
tion of action . But it seems clearly premature to assume
that the existence of the readiness potential shows in any
sense that we do not have free will .

More interesting are cases where the body actually
starts to move before the subject is conscious of any
intention -in-action to move it . Famous examples are the
runner who starts running before he can have consciously
heard the gun go off, and the tennis player whose body
starts to move toward the oncoming ball before he can
have consciously registered the flight of the ball in his
visual system. In both cases the body actually starts to
move before the subject is consciously aware of the stim-
ulus that triggers the movement . Neither of these cases,
however , threatens the idea that in each case we have free
voluntary actions. In both cases the subject, as a result of
repeated training and practice, has well -established neural
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pathways that are activated by the perceptual stimuli
prior to the onset of consciousness. To put the point
crudely , the subject is playing tennis or running a race of
his own free will , and if he is going to be any good at these
activities his body must be able to move in certain key
situations before he is consciously aware of the stimulus
that triggers the movement . The temptation is to assimi-
late all of these- both the readiness potential and the
trained athlete- cases to the sorts of " reflex" movements
where the agent really does not have free will . Thus, for
example, if I accidentally touch a hot stove I will with -
draw my hand prior to feeling the pain . Here, it seems to
me, the antecedent conditions are sufficient to cause the

onset of the action . But the other cases are quite different
from this . In both the readiness potential and the trained
athlete cases, the movements depend on my having a
conscious prior intention - to move my finger , to play
tennis, to run a race, etc.- and I can cancel that intention

at any time . In the hot stove case there is no prior inten -
tion , and I could not have not moved my hand .

Let us pursue the investigation to the next step. How
are we to think of the relations between the microelements

and the system feature of consciousness? For the passive
forms of consciousness, such as perception , the totality of
the features of the microelements at any given point must
be sufficient to determine the conscious state at that point .
What about volitional consciousness, the sort of con-
sciousness where the gap exists? It seems to me the same
principle would hold . The totality of the features at the
relevant microlevels - neurons, synapses, microtubules , or
whatever - would be sufficient to uniquely fix the con-
scious state at that point , including volitional conscious-
ness. If we were to give up on this principle it seems to me
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we would have to accept some form of dualism . We

would have to think of consciousness as breaking loose

from its neurobiological base . We would have to give

up even the most naive forms of supervenience , the idea

that any change in consciousness must be matched by

a change in neurobiology .5 The point we have to keep

insisting on is that consciousness is not some extra thing

in the brain . It is just a state that the system of neurons is

in , in the same way that the solidity of the wheel is not an
extra element of the wheel in addition to the molecules . It

is just a state that the molecules are in .
But when we insist that the system features must be

uniquely fixed by the elements of the system we are not

thereby giving up on free will , because the gap is across

time . The gap is not between the state of my neurons now

and my conscious state now ; the gap is between what is

happening now in the conscious volitional component of

the whole brain system and what is going to happen next .

Furthermore , notice that in hypothesizing a causal

sequence that is not at every stage manifested by causally

sufficient conditions , we are not postulating randomness .

Why not ? Remember that I said that we should think of
consciousness as a unified conscious field ; and the experi -

ence of conscious volition is a crucial aspect of that con -

scious field . The hypothesis that is suggested by the

discussion so far is that we should think of rational agency

as a feature of that total conscious field . We have seen

that , at the psychological level , rational agency can offer
�

5. I am no fan of the concept of supervenience. Its uncritical use is a sign
of philosophical confusion, because the concept oscillates between causal
supervenience and constitutive supervenience. But we do want to pre-
serve the naIve underlying idea that any change in consciousness must be
marked by a change in neurobiology . See my Rediscovery of the Mind ,
Cambridge , MA : MIT Press, 1992, pp . 124- 126, for further discussion.
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causal explanations of phenomena that are not determin -

istic in form . If the rational agency is realized in neuro -

biological structures that have these properties as well ,

that are themselves the underlying structure of rational

agency , then the neurobiological processes would lack

causally sufficient conditions , but they would not thereby

become random . They would be driven by the same

rational agency that operates as a feature of the system .

So the hypothesis of the gap as a neurobiological

hypothesis comes down to this : The unified field of con -

sciousness is a biological phenomenon like any other . It is

entirely explained by neurobiological processes . Among

those processes are those that cause and realize volitional

consciousness , the consciousness of deliberating , choos -

ing , deciding , and acting . Given certain assumptions about

the nature of those processes , their existence requires a

self . The self is not an entity in the field , but it determines

a set of formal constraints on the operation of the field (as

we saw in chapter 3 ) . Stated in terms of our example , the

neurobiological phenomenon of the freedom of the will

amounts to three principles :

1 . At any given point in time such as t1 the total conscious

state of the brain , including volitional consciousness ,

is entirely determined by the behavior of the relevant
microelemen ts .

2 . The state of the brain at tl is not causally sufficient to

determine the state of the brain at t2 and t3 .

3 . The move from the state at tl to the state at t2 and t3 can

be explained only by features of the whole system , specif -

ically by the operation of the conscious self .

One way to appreciate the difference between these two

hypotheses is to apply each to our science fiction fantasy
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of the imagined robot , the Beast, that we constructed
in chapter 5. In that chapter we imagined that we con-
structed a conscious robot , and that it had experiences of

the gap, like our experiences. But now let us ask how we
would deal with free will as an engineering problem , as a
design problem correlating consciousness and technology .
If we build the robot in accord with hypothesis 1, we will
build a machine that is completely deterministic ; indeed,
we might build it according to standard cognitive science
models of computational systems, either traditional sys-
tems or connectionist . The machine would be designed to
receive input data in the form of sensory stimulations , it

would process these according to its program and its
database, and it would produce outputs in the form of
muscle movements . For such a machine , consciousness

might exist, but it would play no causal or explanatory
role in the behavior of the system . That is, having built a

completely deterministic system, we might then arrange it
so that by bottom -up causation it has conscious experi-
ences that match the stages of its lower -level operations . It

might suffer from anxiety and indecision at the top level,
but all of this would be epiphenomenal . The mechanism at
the lower level would completely determine the subse-
quent behavior of the system . Indeed we could have all of
these features and the system might not even be predict -
able, for we might put in some randomizing element
in the hardware that would make its behavior unpredict -
able, even though consciousness was still epiphenomenal .
Consciousness would exist but would just go along for the
ride .

On hypothesis 2 we have a different sort of engineering
task altogether . On hypothesis 2 the whole organization
of the unified conscious field functions essentially in the

opera tion of the system . The structure and behavior of the



microelements at any given point in time is sufficient to
determine the character of the consciousness at that time,
but it is not sufficient to determine the next state of the

system. The next state of the system is determined only by
the conscious decision making that is a feature of the
whole system. As an engineering problem I have no idea
how we would go about constructing this, but then at
present we have no idea about how we could go about
constructing a conscious robot anyway .

Granted the psychological reality of a gap, it seems to
me these are the two most likely possible forms of an
explanation of human behavior . First , psychological inde-
terminism coexists with neurobiological determinism . If
that thesis is true, free rational life is .entirely an illusion .
The other possibility is that psychological indeterminism
is matched by neurobiological indeterminism . I have tried
to show that this is at least an empirical possibility . I have
no idea which if either of these hypotheses will turn out to
be true . Perhaps some third possibility that we cannot
even imagine will turn out to be right . These are the two
hypotheses I can come up with if I follow relentlessly the
lines of investigation suggested by both what we know
from our own experience and what we know about the
brain .

Frankly , I do not find either hypothesis intellectually
attractive . Hypothesis 1 is comforting in that it enables us
to treat the brain as we treat any other organ. We treat the
brain as a completely deterministic system, like the liver
or the heart . But hypothesis 1 does not sit comfortably
with what we know about evolution . On this hypothesis
there is an enormously elaborate and expensive conscious
system, the system of rational decision making , which
plays no causal role whatever in the behavior of the
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organism, because the behavior is entirely fixed at the
bottom level . On this view / there would be no selec-
tional advantage whatever to having a conscious, rational ,
decision-making system, which is the result of a long
period of evolution and which is extremely expensive
biologically speaking, and which occupies an enormous
space in our conscious experiences. Furthermore , the illu -
sion of rational decision making , on this hypothesis ,
would not be like other illusions , which do indeed have a
selectional advantage. So, for example, assuming that color
is a systematic illusion , there is nonetheless an enormous
selectional advantage in an organism that has the capacity
to discriminate objects on the basis of color . But on hypo -
thesis 1 no selectional advantage whatever is conveyed by
conscious rational decision making .

But hypothesis 2 does not sit comfortably with our
existing conception of biology either . The problem is not
that hypothesis 2 asks us to think of consciousness as
playing a " top-down " causal role in the behavior of the
micro elements, because, as a system feature, conscious-
ness functions like any other system feature. In the end
when we talk about consciousness affecting other ele-
ments, we are really just talking about how the elements
affect each other because the consciousness is entirely a
function of the behavior of the elements. In the same way /
when we talk about the behavior of the wheel affecting the
molecules, we are just talking about how the molecules
affect each other . So the problem with hypothesis 2 is not
that it entails top-down causation of consciousness. That
is an easy problem to deal with . The problem is to see how
the consciousness of the system could give it a causal effi-
cacy that is not deterministic . And it is not enough help to
be told that we could accept the randomness of quantum



mechanical accounts that are not deterministic . Conscious

rationality is not supposed to inherit the randomness of
quantum mechanics. Rather, conscious rationality is sup-
posed to be a causal mechanism that proceeds causally,
though not on the basis of antecedently sufficient causal
conditions . Indeed, on some accounts, one of the functions

of the cell is to overcome the instability of the quantum
indeterminacy at subcellular levels.

I have not tried to solve the problem of the freedom of
the will , but just tried to state exactly what the problem is,
and what the most likely lines of its possible solution are.
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